Small Group Charter
Ontology-Based Query
February 11, 2008
Issue/Problem statement:  
Background:  
With the advent of terminology service nodes, caGrid now has the potential to support queries that reference knowledge contained in external ontological resources. The caDSR infrastructure provides the ability to associate both data and metadata with external code sets that can then be queried via the terminology service nodes. Many of these code sets assert named relationships among concepts which typically represent knowledge about the way that biomedical entities or processes relate to each other in the real world. Since these relationships are not bound to the closed world representational requirements of any given data model, and given the open world nature of ontologies, it is anticipated that the relationships asserted in a code set will go beyond the class-class associations found in any given data model or set of data models found in the caGrid domain.  In addition, it is possible to map to corresponding code sets in external ontologies which may provide yet more knowledge about how various data models and data sets interrelate.
The data semantics currently supported by caGrid and the caCORE largely ignore the named relationships among the ontological codes that are used to provide the base semantics used in construction of model annotations and metadata. These relationships can potentially be used to supplement or extend data discovery and aggregation currently available on caGrid. The relations asserted in a code set can, in theory, be leveraged to enable “ad hoc joins” across several data models where explicit relationships have not been asserted.   The search criteria used to populate data objects can, again in theory, reflect relationships that do not occur in the data models themselves, but that exist only in the concept-concept space of the code set. 
In the near future, terminology nodes on caGrid could be made capable of supporting reasoning about instance data based on the instance data’s membership in the conceptual classes found in some of the code sets available in the terminology nodes. Given suitable tagging with concept codes of instance data in the data repositories, it should be possible to use the classification engines and terminology nodes to reason about the relationships that may exist among the instance data resident in the data nodes. Such reasoning could be used for example to determine if data tagged with a given concept code or codes is also a member of the set of instances belonging to other concept(s).  
Desired Outcome/Goals/Scope: 
The small group will develop use cases for search, retrieval and aggregation from one or more data nodes on caGrid where the concept-concept named relationships asserted in code sets are used to supplement or replace the class-class relationships asserted in the domain model(s).

The small group will develop use cases for reasoning about instance data at one or more data nodes on caGrid. Use cases should include, but not be limited to, cases supporting use of, or involving data elements that have been annotated natural language processing (NLP) as well as use cases involving Semantic Web-like content analysis and management.  Use cases should be based on specific query and inferencing needs of caBIG applications such as caB2B, caTrip, or new projects in Imaging Query Formulation Workgroup.
These use cases should be used to develop a set of basic requirements which will be applicable at several layers
. The first layer will describe requirements related to CDEs in caDSR and XML schema definitions registered in Global Model Exchange enabling improved service discovery and data query definitions. The second layer applies to the Common Query Language (CQL) for data services, and what additional functionality this custom grammar based on structural aspects of the data service would need to perform additional ontology based inferencing or expansion of queries.  The third layer is the specific functionality required for inferencing/reasoning (or querying) concepts and relationships in the vocabulary and possible extensions to caCORE/EVS or LexBIG interfaces.  A fourth layer relates to specialized analytic services that operate across vocabulary and instance data in data services including special applications developed on caGrid infrastructure that would generate the appropriate CQL and vocabulary queries to satisfy the data query.
The small group will produce a White Paper that discusses the use cases developed above and analyses the modifications to the caGrid and the various types of  caGrid nodes that would be required to support the use cases. The White Paper will include recommendations for future action by vCDE and the Architecture Cross Cutting Work Spaces that should be undertaken, such as construction of a prototype or proof of concept implementation, related to evaluation of the benefits and costs of supporting semantic query capabilities on caGrid.  

Timeline:  

Week of Feb 11:  Kick off group,  Bi-Weekly meetings
Week of Feb 18:   agree on Draft charter
Feb 29:   Outline of draft of white paper
Week April 14:   Draft White Paper.
Team and Roles and Responsibilities:

Brian Davis:  set up meetings, meet deadlines (bdavis@3rdmill.com)
Harold Solbrig: lead, provide scientific leadership, drive group to concrete recommendations, take lead on outline, writing of paper

Jim Buntrock/Jyotishman pathak
Frank Hartel (or designee)
Dan Rubin:  IMG WS Use cases

David Channin: IMG WS Use cases

Tony Pan (Use Cases)

Rakesh Nagarajan (caBIG use cases)

David Erwin  (Arch and caGrid)
Josh Phillips (Arch)

Denise Warzel (caCORE)
Work to date:  see documents at GFORGE site:
http://gforge.nci.nih.gov/projects/ontoquery/
Draft Charter:
http://gforge.nci.nih.gov/docman/?group_id=476
�Our focus should be on ontology - NLP should be mentioned only as a potential source of data markup/annotation - in particular, we aren't proposing doing or using NLP as part of the direct solution in this project.





